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1 Executive summary 

The HOLISDER project introduces a Holistic Demand Response Optimisation 

Framework that enables significant energy costs reduction at the building/ 

consumer side, while introducing small and medium sized buildings (residential 

and non-residential ones) as a major contributor to energy networks’ stability 

through optimized energy management in response to network constraints and 

conditions. 

The Interoperability and Data Management Framework is the central piece of the 

architecture of the HOLISDER solution. It serves as orchestrator of the 

communication and as a storage location for historical sensor data. The framework 

is comprised of Message Oriented Middleware and two types of gateway devices. 

These gateway devices interface with various sensing devices located onsite and 

store the data in the Middleware. The gateways use OpenADR standard to 

communicate with various outside parties through the Middleware to realize 

various demand-response scenarios. 
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2 Introduction 

The HOLISDER project aims to introduce demand-side flexibility into energy 

markets. One key enabler is the establishment of end-to-end interoperability 

between all platforms and devices addressing the needs of the whole demand 

response value chain through enabling two-way communication, plug-and-play 

installation and data exchange and integration across brands and protocols. 

Compliance with open standards is required to ensure end-to-end semantic and 

technical interoperability, while enabling integration of Demand Response 

Management Systems, with Building Energy Management Systems (BEMS) and 

Smart Home components and facilitating communication between the different 

actors involved in the energy market. 

 Purpose of the Document 

This document serves as a technical manual for interacting with the 

Interoperability and Data Management Framework in the context of the HOLISDER 

project. It describes the Framework’s capabilities and provides instructions on how 

to use it. 

 Scope of the Document 

This deliverable presents the intermediate results of the task “T4.3 Interoperability 

and Data Management Framework” and describes how to use the Framework to 

accomplish its intended task. Energy Flexibility Interface is introduced and the dEF-

Pi platform implementing it is described. 

This deliverable isn’t intended as a detailed description of all modules interacting 

with the Framework. For these modules, mainly the way how it interacts is 

described.  

 Structure of the Document 

The deliverable is structured and organized in the following chapters: 

• Chapter 2 is an introduction, which outlines the purpose and the scope of 

the report. 

• Chapter 3 introduces the Interoperable Platform and Data Management 

Framework, describes its uses and features. It also provides a short 

summary of devices/gateways included in the framework and other modules 

directly involved in communication with the framework.  

• Chapter 4 explains how to use the framework to store and query data, and 

how to use the message routing capabilities of the Middleware. 
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• Chapter 5 is focused on the Message Oriented Middleware, an integral part 

of the framework. 
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3 Framework description 

The “open” and modular end-to-end interoperability and data management 

framework enables open standards-based communication along the DR value 

chain. In more detail, the HOLISDER Interoperability and Secure Data 

Management Framework couples two major commercial technologies/ products to 

ensure seamless integration, communication and operation on top of any Building 

and District Energy Management System, as well as, Smart Home systems and 

devices: 

• Honeywell’s JACE product, enabling interoperability with the majority of 

available commercial BEMS and building control protocols (e.g. BACnet, 

LonWorks, KNX, oBIX, OPC-UA, Modbus, Drivers for IEC 61850-based web 

communication, etc.)  

• TNO’s EF-i gateway, ensuring interoperability with all major Smart Home 

protocols and devices (e.g. ZigBee, Bluetooth, 6LowPan, etc.) while enabling 

optimized energy management at the building level with the integration of 

the required intelligence functions 

 

Figure 1. HOLISDER solution architecture 
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 Features 

The Interoperability and Data Management Framework offers following capabilities 

for other components of the HOLISDER solution: 

• Storage of measured data 

• Dynamic routing of OpenADR messages 

• AMQP message broker 

• Message logging 

Data measured by sensors will be collected by onsite gateways and then sent to 

the Middleware, ending in the Cassandra database cluster. Cassandra database 

cluster serves as a storage of historical data, which are available for later retrieval 

by any application module. 

For many modules communicating in demand response scenarios, the Framework 

serves as an orchestrator. It stores a mapping table with http addresses of 

participating modules and routes all communications to its intended targets. 

An important module of the Middleware is a message broker which 

provides/enables us to use publish/subscribe communication paradigm. This is a 

push style communication opposed to the pull style provided by standard HTTP 

requests which are based on client-server structure. 

RabbitMQ message broker runs as a part of the Middleware.  

Level of logging is defined on ESB sequence granularity level. This enables to log 

either the whole message with its headers or just a specific property of the 

message in some specific case. Log files are stored for a certain time period and 

are automatically deleted after this period to recover disk space. 
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 Parts of the Interoperable Platform 

The Interoperability and Data Management Framework consists mainly of the 

Message Oriented Middleware (MOM) and gateway devices interfacing directly with 

sensors and/or building management systems (BMS). These gateway devices are 

represented by Honeywell’s JACE for commercial settings and by TNO’s dEF-Pi 

platform for residential use. The most notable parts of the MOM are AMQP/MQTT 

message broker and Cassandra database cluster. 

3.2.1 JACE device 

JACE with its wide range of available drivers can connect and communicate with 

almost any sensing device. This functionality is already leveraged in BMS 

implementation present in the building. On top of this, a custom service will be 

developed for the JACE to periodically upload the measured data to the 

Middleware. 

 

Figure 2. Honeywell JACE 8000 device 

An instance of Local Demand Manager (LDM) will also be integrated as a service 

with the JACE to enhance its intelligence and enforce resilience within a distributed 

intelligence framework. Appropriate decision support capabilities will be provided 

for human-centric demand response. Moreover, innovative plug and play 

components will be released that enable interoperability and DR building 

intelligence within a single product offering. 

3.2.2 Energy Flexibility Interface (EFI) 

What is energy flexibility and why is it important? 

Smart grids rely on flexibility in energy production and/or consumption to 

compensate for the increasing numbers of renewable energy sources that are far 

less predictable/controllable than traditional power plants. The required flexibility 

ultimately comes from smart devices in households, SME’s, office buildings, etc. 
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Energy flexibility can be defined as the ability to willingly deviate from the normal 

energy production and/or consumption pattern over time and/or by power level. 

This flexibility may be used by third parties to help alleviate imbalance or 

congestion. 

Third parties will use different incentive schemes to unlock the flexibility potential, 

such as time of day pricing, real time pricing and feed in tariffs. These incentives 

should somehow be mapped to the possibilities of smart devices to deliver energy 

flexibility. 

What is EFI? 

As of yet there is no standard interface to describe and control the energy flexibility 

of smart devices. The Energy Flexibility Interface, for short EFI, fills this gap and 

is specifically designed as a standard communication method between smart 

devices and Demand-Side Management (DSM) solutions. EFI is developed by TNO 

to deal with interoperability issues encountered while experimenting and 

researching energy flexibility in field trials. It is a key enabling technology for the 

widespread deployment and adoption of Demand-Site Management to exploit 

energy flexibility. The interface specification of EFI is open and freely available. 

Why EFI? 

Currently, there are many Demand-Side Management (DSM) solutions available 

that exploit the flexibility of energy devices, such as USEF, OpenADR, Triana and 

TNO’s own PowerMatcher and HeatMatcher. All of these solutions initially 

developed their own way to model the flexibility and communicate with the 

managed energy device, resulting in many different protocols. Since there are 

many devices, this doesn’t scale well: device vendors need to support many DSM 

solutions and DSM vendors need to support all possible devices. Furthermore, 

buying one (silo) solution will create a vendor lock-in, restricting consumers in 

freely choosing their DSM and device combinations. This limits the speed of 

adoption of exploiting flexibility, delaying the energy transition.   

The EFI objectives are the following: 

• interoperability between demand response services and smart devices, 

• accelerating innovation by preventing DSM silo solutions / vendor lock-in, 

• provide a solid base for future developments of DSM solutions and/or smart 

devices, 

• simplify architectures of smart grid solutions by separation of concerns. 

 



 

D4.3 HOLISDER Interoperable Platform and Data 
Management Framework 

  

 

16 
 

 

Figure 3. Energy Flexibility Interface 

  

Flexibility is the only constant in the development of Smart Grids. We don’t know 

what DSM solutions will appear nor what smart devices will become available. What 

we do know, is that we want to exploit their flexibility in a simple and uniform way. 

How does EFI work? 

EFI introduces interoperability in the communication between device and DSM. 

TNO has thoroughly analyzed the information exchange between device and DSM 

and has defined four different device categories to model energy flexibility. They 

provide an abstraction of the devices regarding energy flexibility and are device 

and DSM independent. The four categories are as follows: 

Inflexible Cannot be controlled and has no 

actual flexibility, but is measurable 

and may provide forecasts 

Photo-voltaic panels, 

domestic loads, 

windmills, solar 

collectors 

Shiftable Process which can be shifted in time, 

e.g. has a deadline 
Washing machines, 

dryers, dishwashers 

Energy Flexibility Interface

?
? ?

?
?

Start Smart Grids                   Now                                Future

? ?
?

?Demand 
Response
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Storage Flexible in production / consumption 

level, but is bounded by a buffer. 

Deadlines and required fill levels 

constrain the flexibility of this 

category. 

Freezers, CHPs, thermal 

buffers, stationary 

batteries, electrical 

vehicles 

Adjustable Flexible in production / consumption 

level and not constrained by a buffer. 

They have a wide range of control 

possibilities without many restrictions 

and therefore usually offers a lot of 

flexibility. 

Generators, dimmable 

lighting, heat pumps, 

gas heaters 

 

EFI as a common language for energy flexibility 

EFI creates a common language for energy flexibility (as depicted in Figure 4), 

allowing any combination of device and DSM-solution. It is designed to be future 

proof and only provides an abstraction of the device for modeling energy flexibility 

(e.g. it does not solve issues regarding home automation). 

 

Figure 4. EFI combining flexibility providers and DSM services 

EFI provides one common language for energy flexibility. This allows all devices to 

communicate with all Demand-Side Management solutions without having to 

develop custom adapters for each combination. It creates a level playing field for 

all parties regarding flexibility services. 

Energy Flexibility Interface

Flexibility providers DSM services
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Usage in the HOLISDER Interoperability and Secure Data Management 

Framework  

In the HOLISDER framework, EFI is used inside the Local Demand Manager. This 

way, there is a clear separation between the Building Monitoring & Control Dispatch 

Module and the components inside the Resource Manager, which have all 

knowledge and control over the specific smart devices. By having a clear 

separation between the two parts, they can evolve independently and easily be 

exchanged with alternatives, maximizing the reusability of the developed 

components.  

3.2.3 dEF-Pi 

The Distributed Energy Flexibility Platform & Interface (dEF-Pi) aims to create an 

interoperable platform that is able to connect to a variety of appliances and support 

a host of Demand Side Management (DSM) approaches. This way the energy 

management system (EMS) hardware does not need to be changed when a 

consumers switches from one service to another. At the same time dEF-Pi makes 

it easier for service providers to introduce new services, since they do not have to 

provide the EMS hardware to their consumers to go with it. 

The goal of dEF-Pi is to provide a runtime environment that makes it possible to 

quickly design and implement services dealing with energy management. An 

important factor is the ability to support more than one node that is hosting 

instances of services. dEF-Pi abstracts the difficulties that arise when deploying 

services on separated nodes. It is designed with scalability in mind, meaning that 

the platform itself is lightweight enough to handle large amounts of nodes and 

subsequently a large amount of service instances. Because the changes of failures 

increase exponentially when the amount of nodes or services increase, the 

robustness of the platform is very important. Making sure that nodes that become 

unresponsive are handled correctly, preventing that errors are contained and do 

not cause errors elsewhere in the platform. Because of the distributed nature of 

dEF-Pi, security is also an important aspect in the platform. 

Build tools assist developers in creating services for the platform. By describe 

interfaces in a declarative way, the build tools are able to generate the skeleton of 

a service. This way the developer can focus solely on the implementation of the 

logical part of the service. 

In the HOLISDER Interoperability and Secure Data Management Framework, dEF-

Pi can be used as a software platform on the gateway. By having a flexible software 

platform, it becomes easy to develop and deploy drivers for specific smart devices 

and connect with them in the field. 
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There will be a service implemented for the dEF-Pi platform, which will regularly 

poll the connected sensors for data and then send these measurements to the 

Middleware to be stored into the Cassandra database cluster. Moreover, a Local 

Demand Manager service will be integrated with the platform in a similar fashion 

as on the JACE device. 

 Other components leveraging the Framework 

Following paragraphs list components that use the Interoperability and Data 

Management Framework and describe briefly the interaction between the 

component and the Framework. 

3.3.1 External Data Sources 

Wholesale market and weather data may be stored in the Framework’s database 

for further use. Electricity, gas and district heating system operators will 

communicate with participating modules via OpenADR messages through the 

message router. 

3.3.2 Global Demand Manager (GDM) 

The Global Demand Manager is a module responsible for the definition of high-

level demand response strategies to be deployed over appropriately selected 

clusters of consumers. To accomplish this task, the GDM communicates with 

individual LDMs using standardized OpenADR-based messages. In a similar 

manner, GDM receives requirements from DSO. 

The Framework acts as a message router, appearing as a universal endpoint 

available for individual components. After an OpenADR-based message is received 

by the Framework, it is redirected to its destination, parsed and resolved from the 

message content.  

3.3.3 Local Demand Manager (LDM) 

The Local Demand Manager is responsible for matching the global flexibility 

requirement with flexibilities offered by distinct loads at the consumer side. LDM 

also automatically dispatches appropriate control signals over these specific loads 

respecting human-centric approach that preserves comfort and indoor quality. It 

is based either upon approval of the consumer (in implicit demand response) or 

through direct load control (in explicit demand response). 

3.3.4 Visualization Platform 

Visualization Platform provides front end of the HOLISDER modules and solutions, 

through the provision of a wide range of end-user interfaces addressing the variety 
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of stakeholders in the DR value chain and properly addressing their needs for 

information provision and analytics. The HOLISDER Visualization platform consists 

in a wide range of interfaces (web and mobile) and multi-purpose dashboards for 

following actors: (i) consumers for increasing awareness on consumption patterns 

and DR signal and advice communication, (ii) aggregators, for optimal portfolio 

management, clustering and DR strategies implementation monitoring, (iii) energy 

suppliers/ retailers for portfolio flexibility analysis and improved energy trading, 

(iv) facility managers for improved energy management and predictive 

maintenance, and (v) DSOs for improved demand forecasting, flexibility analysis 

and DR triggering. 

Visualization Platform will query for historical data stored in the Middleware to 

display dashboards and charts for its users. This can be done either by HTTP GET 

requests or by subscribing to the RabbitMQ message broker. 

3.3.5 Predictive Maintenance Module 

Predictive Maintenance Module is further enhanced results of the MOEEBIUS 

project. The service performs performance analytics of equipment and predicts 

specific faults either regularly according to a schedule or continuously in real time 

as a streaming analytics task. 

The module will communicate primarily with the Middleware to access measured 

data. For streaming analytics and predictive maintenance, the module will 

subscribe to the RabbitMQ message broker. For batch analytics and predictive 

maintenance, it will query the Middleware data API. 
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4 How to use Data Management Framework 

To interact with the Data Management Framework, there are mainly two modes of 

communication. The first is a standard client-server (also request-response) 

dialogue realized via HTTP Requests. The second mode of communication is a 

pattern known as publish-subscribe implemented by RabbitMQ message broker. 

 Data naming convention 

A naming convention for pointnames of the measured data has been designed to 

allow easy and unambiguous identification of the data. The naming convention 

reflects the hierarchical description of the pointname and can act as a source of 

context information if no other reliable source like e.g. ontology exists. 

The naming convention is as follows: 

CountryID.BuildingID.[Floor].[Room].[Zone].[Equipment].MeasuredValue[_UnitO

fMeasurement] 

¡Error! No se encuentra el origen de la referencia. lists all mandatory and 

optional parts of the pointname naming convention and describes their meaning. 

Identifier Description 

CountryID Code of the country. 

BuildingID Identifier of the building, where the sensor is located. 

Floor Optional description of which storey, where the sensor is 

located. 

Room Optional identification of the room, where the sensor is 

located. 

Zone Optional identification of the zone with the sensor. There 

could be multiple zones inside a single room or multiple 

rooms included in a single zone. 

Equipment Optional identification of the device, whose properties are 

measured or which provides the individual sensors. 

MeasuredValue Measured property with optional physical unit description 

usually separated by an underscore. 

Table 1. Description of pointname naming convention parts 
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Example: 

Identifier RS.BL93000244.96946.Consumption_Wh 

reads as Serbia, building id 93000244, sensor ID 96946, measured consumption 

in [Wh] 

 Storing Data 

Data can be uploaded to the Middleware, and subsequently stored in the Cassandra 

database, as either HTTP request or as an AMQP or an MQTT message. Both 

approaches are handled similarly and the result is the same. 

Besides storing data in the Cassandra database, the data records are serialized as 

an AMQP messages and published to the RabbitMQ message broker, which is a 

part of the Middleware. This allows various actors to listen for specific new 

incoming data. 

The Cassandra table that stores sensor data has the following columns: 

• CountryID 

• BuildingID 

• Pointname 

• Timestamp 

• Value 

• Reliability 

The format of expected messages reflects this structure. 

4.2.1 Storing data via HTTP POST request 

The simplest way to send data to the Framework is using a HTTP POST request. 

The request begins with a header specifying content-type as application/json.  

Further on, the request must contain a JSON body with information adhering to 

format described below in Figure 5. The body of the request may contain multiple 

records at a time. 

The body consists of a JSON array which contains one or more records. A record 

is a JSON object with members specifying the countryid, buildingid, pointname, 

timestamp, value and reliability. These members are described in ¡Error! No se 

encuentra el origen de la referencia.. 
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KEY INPUT TYPE COMMENT 

COUNTRYID string  

BUILDINGID string  

POINTNAME string Main identifying key of the records. Usually 

contains countryid and buildingid as prefix as a 

result of adopting naming convention described 

above. 

TIMESTAMP string Datetime string in ISO 8601 format e.g. 2018-

09-14T06:09:07+00:00. Time zone offset is 

optional. Each timestamp is stored in UTC. 

VALUE double/string Accepts number or numeric string, which is 

converted to double. 

RELIABILITY double/string Values from 0.0 to 1.0. Accepts number or 

numeric string, which is converted to double.  

Table 2. Description of members of the record JSON object 

 

After the message is constructed, it is sent to the Data Insert REST API running in 

the Framework. This API can be reached at the following address: 

http://35.156.215.81:8280/data 

When sending the data to the Middleware, the number of records (JSON objects 

containing pointname, timestamp, value, etc.) in one request should not exceed 

to 20. This is not a hard constraint; however, it is better to use shorter messages 

to avoid issues. To send more data, split the payload into multiple requests each 

with a batch containing maximum of 20 records inside the outer JSON array.  

An example of the message is showed in Figure 5. 

 

http://35.156.215.81:8280/data
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Header:  

Content-Type: application/json 

Body: 

[{ 

 "pointname" : "RS.BL93000244.96946.Consumption_Wh", 

 "countryid" : "RS", 

 "buildingid" : "BL93000244", 

 "timestamp" : "2018-09-13T13:20:00", 

 "reliability" : "1", 

 "value" : "2345.77" 

}, 

{ 

 "pointname" : "RS.BL93000244.96946.Consumption_Wh", 

 "countryid" : "RS", 

 "buildingid" : "BL93000244", 

 "timestamp" : "2018-09-13T13:25:00", 

 "reliability" : "1", 

 "value" : "2468.88" 

}, 

{ 

 "pointname" : "RS.BL93000244.Consumption_Wh", 

 "countryid" : "RS", 

 "buildingid" : "BL93000244", 

 "timestamp" : "2018-09-13T13:20:00", 

 "reliability" : "1", 

 "value" : "34567.99" 

}]  
 

Figure 5. Format of the body of a data store request 

4.2.2 Storing data using AMQP/MQTT message 

Data can be sent also as an AMQP or MQTT message.  

To send the data, connect to the RabbitMQ message broker running in the 

Framework and publish a message similar to the JSON body used in the HTTP POST 

request scenario. RabbitMQ requires authentication with the username and 

password.  

Send the message, containing a JSON body in the same format as when sending 

an HTTP POST request, to the amq.topic exchange with routing key in.data.json 

for AMQP, or in/data/json for MQTT. However, MQTT messages are not yet fully 

tested.  

Note that the message has to contain property specifying the content-type to be 

application/json. 

RabbitMQ address:  amqp://35.156.215.81:5672/%2F 

Exchange:    amq.topic 
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Routing key:   in.data.json 

 Retrieving data 

There are two ways how to retrieve data from the Middleware and their use is 

totally different. To retrieve historical data use HTTP GET requests sent to listed 

API endpoints, to listen for data in near real-time subscribe to topics in RabbitMQ 

message broker which is a part of the Middleware. 

4.3.1 Retrieving data via HTTP GET request 

Stored data can be queried with a selection filter. The filter parameters are 

supplied as a query string appended to the URL. There are two endpoints, each 

with different filter parameters. The first one returns a specified number of latest 

records with a given pointname. The second one returns all records within given 

timestamp range for a given pointname. When using the query in URL don’t forget 

to encode the quotes to %27. 

The response to the request contains a body in XML format with data entries 

complying with the given filter parameters. The format of the message is 

analogous to the JSON message used for new data insertion. The outer JSON array 

is replaced by <entries/> element and individual records are inside <entry/> 

elements. Another difference is that the timestamp is output as a UNIX Epoch time. 

An example XML response is shown in Figure 6. 

Following examples show the usage of the two endpoints 

ENDPOINT 1 POINTNDATA: 

http://35.156.22.237:9763/services/CassandraService/pointndata 

Parameters: 

pointname='RS.BL93000224.95340.TempEntry' 

limit=50 

Resulting query: 

http://35.156.22.237:9763/services/CassandraService/pointndata?point

name=%27RS.BL93000224.95340.TempEntry%27&limit=50 

ENDPOINT 2 POINTDATERANGE 

http://35.156.22.237:9763/services/CassandraService/pointdaterange 

http://35.156.22.237:9763/services/CassandraService/pointndata
http://35.156.22.237:9763/services/CassandraService/pointndata
http://35.156.22.237:9763/services/CassandraService/pointdaterange?pointname='RS.BL93000224.95340.TempEntry'&startdate='2018-01-27T00:00:00'&enddate='2018-02-05T00:00:00
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Parameters: 

pointname='RS.BL93000224.95340.TempEntry' 

startdate='2018-01-27T00:00:00' 

enddate='2018-02-05T00:00:00' 

Resulting query: 

http://35.156.22.237:9763/services/CassandraService/pointdaterange?p

ointname=%27RS.BL93000224.95340.TempEntry%27startdate=%272018-01-

27T00:00:00%27enddate=%272018-02-05T00:00:00%27 

Response example: 

<entries xmlns="http://ws.wso2.org/dataservice/ParamPointNGetQuery"> 

    <entry> 

        <pointname>SI01.BL00.CL01.SM02.EN00</pointname> 

        <reliability>1.0</reliability> 

        <value>328561.0</value> 

        <countryid>ES</countryid> 

        <timestamp>1495633027000</timestamp> 

        <buildingid>BL00</buildingid> 

    </entry> 

    <entry> 

        <pointname>SI01.BL00.CL01.SM02.EN00</pointname> 

        <reliability>1.0</reliability> 

        <value>328561.0</value> 

        <countryid>ES</countryid> 

        <timestamp>1495632726000</timestamp> 

        <buildingid>BL00</buildingid> 

    </entry> 

    <entry> 

        <pointname>SI01.BL00.CL01.SM02.EN00</pointname> 

        <reliability>1.0</reliability> 

        <value>328561.0</value> 

        <countryid>ES</countryid> 

        <timestamp>1495632426000</timestamp> 

        <buildingid>BL00</buildingid> 

    </entry> 

</entries>   

Figure 6. Response to a data query request 

4.3.2 Retrieving data by subscribing to AMQP/MQTT topic 

To receive data over AMQP, connect to the RabbitMQ message broker and 

subscribe to a topic with topic name equal to desired pointname. The message 

broker requires authentication with the username and password. Declare a queue 

and bind it to the amq.topic exchange with routing key corresponding to the 

desired pointname (routing key explained further in more detail). Create a desired 
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callback function and start consuming messages for the queue by supplying the 

callback function. Body of the received message is displayed in Figure 7.Send the 

message, containing a JSON body in the same format as when sending an HTTP 

POST request, to the amq.topic exchange with routing key in.data.json for AMQP 

or in/data/json for MQTT. Note that the message has to contain property 

specifying the content-type to be application/json. 

It is possible to use wild card symbols # and *, when specifying the routing key. 

This allows for retrieval of multiple points matching the given criteria. Here * 

substitutes exactly one word and # substitutes zero or more words.  

For example, it is possible to receive all incoming data measured in room 95340 

from in building BL93000224 of the Serbian pilot by specifying routing key 

'RS.BL93000224.95340.#'. This includes all points measured by all child 

equipment of the room (i.e. 'RS.BL93000224.95340.NOD1.CO2') compared to only 

data points associated with the room when using 'RS.BL93000224.95340.*'.  

RabbitMQ address: 

amqp://35.156.215.81:5672/%2F 

{ 

    "pointname":"GB.MH.1023", 

    "timestamp":"2018-09-18T14:36:31", 

    "value":65, 

    "reliability":1 

}  

Figure 7. Message received by subscribing to a topic 

Implementation of a AMQP client was tested with the following libraries: pika 

(Python, AMQP), paho-mqtt (Python, MQTT), RabbitMQ.Client (C#, AMQP). 

 

 Message Routing 

Message routing uses inner lookup table to send the content of the message to its 

destination address with only a human readable name for the destination. This 

alleviates the sending application from this task and avoids coupling the message 

producer to specific destination channels. In case of relocation of the service, it is 

only necessary to change the address in the lookup table and not in every module 

which communicates with the relocated service.  

Message routing API expects GET and POST HTTP requests. These requests must 

contain JSON body with mandatory destination and message contents key:value 

pairs. Example of this body can be seen in Figure 8. 
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{ 

    "destination":"datainsert", 

    "method": "POST", 

    "query":"", 

    "message": 

    [{ 

  "pointname": "pointname1", 

  "countryid": "countryid1", 

  "buildingid": "buildingid1", 

  "timestamp": "2017-03-09T13:20:00", 

  "reliability": "1", 

  "value": "1.77" 

 }, 

 { 

  "pointname": "pointname2", 

  "countryid": "countryid1", 

  "buildingid": " buildingid1", 

  "timestamp": "2017-03-09T13:20:00", 

  "reliability": "1", 

  "value": "2.88" 

 }, 

 { 

  "pointname": "pointname3", 

  "countryid": "countryid1", 

  "buildingid": "buildingid1", 

  "timestamp": "2017-03-09T13:21:00", 

  "reliability": "1", 

  "value": "3.99" 

 }] 

}   

Figure 8. Example message sent to be routed 

An optional parameter “query” can be supplied along with a string value, which 

serves as a query string for the outgoing request. An example of query usage 

can be seen in Figure 9. 

{ 

    "destination":"dataqueryndata", 

    "method": "GET", 

    "query":"pointname='PT.BL01.Room50.LightPel.01.W'&limit=50", 

    "message": {} 

} 

 

 

Figure 9. Example with query parameter in message routing 
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5 Conclusion 

Presented document outlines a principal part of the project software system – the 

Message Oriented Middleware based on the Enterprise Service Bus. The document 

describes briefly the role of the Middleware in the solution.  

The Middleware mediates communication of all software modules – smart sensors 

as data sources, intermediate microservice serving data transformations, cloud 

based data repository, various data analytic module, human user interface, 

actuators realizing control strategies or other data processing services.  

For implementation of complex data routing, WSO2 open source software was 

selected; preferred to Attune Honeywell proprietary system specified originally in 

the project proposal. The reason is accepting widely spread solution, which WSO2 

represents, high versatility in applications and flexibility in adapting to a range of 

potential cooperating services. Last but not least, Attune development has been 

terminated in favor of other new approaches followed in Honeywell. 

Another basic functionality, that current solution offers, is message brokering. At 

the time of development, one of most widespread message brokers was RabbitMQ. 

It provides fair performance and can process two types of messages, AMQP and 

MQTT, which simplifies it applicability for clients. The latest version of WSO2, its 

WSO2 Enterprise Integrator 6.0.0, contains a Message Broker (EI MB) too, 

however a proven solution with RabbitMQ was given priority to get running ESB as 

soon as possible. Later switch to EI MB could be done if it were worth doing 

regarding performance, reliability and simplicity of API. 

In the presented text, several examples of application principles are given. Skilled 

IT staff can immediately start using HOLISDER Middleware without any delay. 

Starting data collection as soon as possible and getting reliable long data time 

series is important for many functionalities considered in the project, like various 

statistical data analytics or application of machine learning approaches. An 

example may be Predictive Maintenance module evaluating slow performance 

deterioration of building HVAC equipment, or calibration of thermal building models 

for flexibility generators. Both these solutions derive their results from analyses of 

an adequate system time history represented by data monitoring time series. 

Developed solution has a great advantage in its scalability. WSO2 is capable to 

transfer and process significantly wide data flows, and Cassandra database has 

been developed just with its highly extendable capacity and fault tolerance in mind. 

The third principle part of the solution, RabbittMQ message broker, apparently is 

not the broker with the highest scalability on the market. But as per our 

experiments, it is well performing open source software with all open source 

advantages. Substituting RabbittMQ for a better performing broker, if it were 

needed for any future released version, is not a problem. 
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HOLISDARE ESB and the database are located in a cloud; the throughput of ESB 

and data storage capacity is then determined by purchased cloud resources. Thus, 

full exploitation of developed ESB and Cassandra data storage is possible only if 

the right mixture of cloud-based resources is allocated to power their 

infrastructures.  

To provide comprehensive outline of the implemented solution, the description of 

the middleware, first given in section 3.3 of the deliverable D4.2 HOLISDER 

Common Information Model, is appended in Appendix I.  
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7 Appendix I. - Message Oriented Middleware 

The HOLISDER Message Oriented Middleware is an extended version of the 

middleware platform designed for project H2020-MOEEBIUS. Main parts of the 

extension are standards-based communication and improved message routing 

capabilities. 

The HOLISDER Middleware is based on an open platform and application software 

framework that establishes seamless, transparent and homogeneous standards-

based (OpenADR 2.0b, USEF) interfaces to all HOLISDER components. Information 

exchange over the ESB will comply with the HOLISDER Common Information Model 

(CIM) to enforce semantic and syntactic interoperability across the system. 

 Purpose of the Middleware 

The Middleware facilitates routing of the messages between individual modules. 

To allow dynamic routing, the routing sequence inside the ESB maintains a 

mapping between modules and their respective HTTP addresses. If needed, it is 

possible to transform the contents of the message according to the message 

destination. Routed messages can also be logged for debugging purposes. 

The Middleware also serves as a central data storage platform. It is possible to 

store data via HTTP POST request or an AMQP/MQTT message. This process is 

further described below. Stored data can be queried and retrieved either as a 

specified number of last records or all data for given time range. 

Included in the Middleware there is a RabbitMQ AMQP Message Broker which also 

supports MQTT messages. All data which are being stored into the Middleware 

database are instantly cloned and sent to the broker, where by using 

Publish/Subscribe pattern, are accessible to other modules in real-time. This 

pattern is also advantageous for actuating, where by subscribing to the 

corresponding topic, the need for polling the latest control value is avoided and 

the value is automatically sent where it is needed. 

 Middleware platform 

Due to its expedient properties, we have selected the WSO2 integration platform 

as the framework for the middleware, which is a mature technology used by many 

companies. The WSO2 integration solutions are based on WSO2 Carbon which 

hosts components for integration, security, clustering, governance, statistics, and 

other features in the middleware space. 
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Attune platform built on top of the Tridium Niagara Framework, which is specified 

for HOLISDER middleware framework in the DOA, is less suitable when compared 

to the WSO2. The reasons are: 

• Niagara is a commercial product which may restrict its applicability due to 

inability to change the underlying platform and may also incur deployment 

complications because of licensing issues. 

• Attune was intended as a platform for analytics, however since the 

compilation of DOA, Honeywell strategy changed and Attune is no longer a 

good choice. Moreover – we would have to deploy the whole Honeywell 

proprietary Attune environment and all analytics would have to follow 

Attune compatibility. Having an open WSO2 platform, we can avoid these 

problems and take and apply any algorithm from any environment 

(including Attune) and connect it to our middleware.  

• Selecting Attune platform could cause difficulties due to limited Honeywell 

support of Attune platform. 

On the other hand, selection of WSO2 integration platform provides us with 

numerous advantages, some of which are: 

• It is 100% open source project, completely free to use. Anybody can explore 

the source code and understand how the platform works. Additionally, it 

offers flexibility in configuring and extending the open source code to meet 

our requirements. 

• The modular architecture spanning the entire breadth of Service Oriented 

Architecture (SOA) enables us to deploy only what we need when we need 

it, so we can easily expand the already deployed middleware with new 

components depending on our needs. 

• The WSO2 platform is fully cloud ready. 

One of the greatest strengths of the WSO2 platform will be apparent when all the 

development activities are started and we are able to easily create and fine-tune 

the routing sequences, interfaces and APIs required by devices and services 

developed by various partners. The routing sequences can perform conditional 

routing based on the message content or type along with message transformation, 

which allows the middleware to orchestrate operations among multiple services. 

These changes may be done online, while the platform is running either using the 

Management Console in web browser, or offline, uploaded to the platform as a 

Carbon Application Package (CAPP). ESB Tooling plugin is available for Eclipse 

which adds intuitive graphical user interface for developing of ESB sequences and 

APIs. 
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 Enterprise Service Bus 

WSO2 implements a fast, light-weight, and versatile Enterprise Service Bus(ESB). 

It is 100% open source and is released under Apache Software License Version 

2.0, one of the most business-friendly licenses available today. Using WSO2 ESB 

allows performing a variety of Enterprise Integration Patterns (EIPs) using 

mediators, including filtering, transforming, and routing SOAP, binary, plain XML, 

and text messages that pass through business systems by HTTP, HTTPS, JMS, 

mail, etc. An overview of the ESB architecture is shown in ¡Error! No se 

encuentra el origen de la referencia.. 

 

Figure 10. Component based architecture of ESB 

 

The diagram in ¡Error! No se encuentra el origen de la referencia. illustrates 

how two applications can exchange messages using the WSO2 ESB.  

Figure 11. Messaging based architecture of ESB 

The components of the pipes are not in a specific order there: 

1. An application sends a message to the WSO2 ESB. 

2. The message is picked up by the transport. 

https://docs.wso2.com/display/ESB500/ESB+Transports
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3. The transport sends the message through the message pipe, which handles 

quality of service aspects such as security. Internally, this pipe is the in-flow 

and out-flow of Apache Axis2. The WSO2 ESB can operate in two modes: 

• Mediating Messages - A single pipe is used. 

• Proxy Services - Separate pipes connecting the transport to different 

proxy services are used. 

4. Both message transformation and routing can be considered as a single unit. 

As the diagram specifies, there is no clear separation between message 

transformation components and routing components. In WSO2 ESB, this is 

known as the mediation framework. Some transformations take place before 

the routing decision while others take place after the routing decision. This 

is part of the Synapse implementation. 

5. The message is injected to separate pipes depending on their destinations. 

Here again, quality of service of messages is determined. 

6. The transport layer takes care of the transport protocol transformations 

required by the WSO2 ESB. 

The above diagram shows how a request propagates to its endpoint through the 

WSO2 ESB. Response handling is the reverse of this operation. There are yet other 

topics like Working with Scheduled Tasks and Events that are not shown in the 

diagram. All these components can be analysed and monitored through WSO2 ESB 

Analytics.  

Messages can be sent directly into the WSO2 ESB using REST making use of the 

API features of WSO2. An API in WSO2 ESB is similar to a web application deployed 

in the WSO2 ESB runtime: each API is anchored to user-defined URL context as a 

web application deployed in a servlet container is anchored to a fixed URL context. 

An API will only process requests that fall under its URL context. The API defines 

one or more resources, which is a logical component of an API that can be accessed 

by making a particular type of HTTP call.  

A received message can be further processed (e.g. transformed, filtered or routed) 

using mediators. WSO2 ESB includes a comprehensive mediator library that 

provides functionality for implementing widely used Enterprise Integration 

Patterns. Custom mediators, which provide additional functionality can be easily 

developed, using various technologies such as Java, scripting, and Spring. 

Moving one step higher in the messaging architecture hierarchy, a sequence is a 

set of mediators organized into a logical flow, that allow implementing message 

pipes and filter patterns. Sequences can be added to proxy services and APIs. 

WSO2 ESB version 5.0.0 is deployed in the middleware. WSO2 released new 

package containing WSO2 ESB, DSS and other similar products called WSO2 

Enterprise Integrator, however by the time of the release, the middleware was 

already deployed and configured. 

https://docs.wso2.com/display/ESB500/Mediating+Messages
https://docs.wso2.com/display/ESB500/Working+with+Proxy+Services
https://docs.wso2.com/display/ESB500/Working+with+Endpoints
https://docs.wso2.com/display/ESB500/Working+with+Scheduled+Tasks
https://docs.wso2.com/display/ESB500/Working+with+Topics+and+Events
https://docs.wso2.com/display/ESB500/WSO2+ESB+Analytics
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¡Error! No se encuentra el origen de la referencia. illustrates the Deployed 

APIs section in WSO2 ESB Graphical User Interface accessible via a web browser. 

Names of the APIs are self-describing – GetDataAPI is used for routing requests 

for data from Cassandra database (details about the Cassandra database will be 

given in Section ¡Error! No se encuentra el origen de la referencia.), 

InputDataAPI routes incoming requests containing new data to be saved into 

Cassandra database, and RequestRouterAPI reroutes received messages to 

specific endpoint discerned from the message content. 

 

Figure 12. Deployed APIs tab in WSO2 ESB GUI 

¡Error! No se encuentra el origen de la referencia. illustrates one of the 

defined REST API sequences (InputDataAPI): First, the message is logged. 

Depending on the content-type of the message, it is processed either as a JSON 

or as an XML. The message is transformed into a format compatible with the 

instance running the WSO2 Data Service Server (described in the next Section). 

Incompatible content-types result in returning the message immediately. After 

processed by the WSO2 Data Services Server (e.g. data is saved to a Cassandra 

database or retrieved from it) the result is send back to the requesting application. 
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Figure 13. HOLISDER API resource sequence in Eclipse Developer studio 

¡Error! No se encuentra el origen de la referencia. drills down the 

JSONSequence sequence which is a part of one branch of the switch mediator in 

¡Error! No se encuentra el origen de la referencia.. In this sequence the 

message is mapped from JSON to XML format accepted by the WSO2 DSS and 

then sent to the WSO2 DSS endpoint. During this sequence, the message is also 

cloned and published to RabbitMQ message broker running in the Middleware, to 

an AMQP topic corresponding to the data pointname. 

 

Figure 14. Detailed view of the JSONSequence used in InputDataAPI  

¡Error! No se encuentra el origen de la referencia. shows detailed view at the 

JSONtoXML datamapper, which allows easy mapping from one format of the 
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message to another. Arithmetic operations or parsing from string to number or 

vice versa are possible here. 

 

Figure 15. Detailed view of JSONtoXML datamapper used in JSONSequence 

There are other publicly accessible similar REST APIs for use with data in the 

middleware. These APIs are consumed by sending an HTTP request (GET, POST) 

to the http address of the EC2 (Amazon Elastic Compute Cloud) instance hosting 

the WSO2 ESB with the URL relevant to the API. EC2 web service provides secure, 

resizable cloud computing capacity. It allows storing new data in the Apache 

Cassandra DB or retrieving data already stored there. Query constraints may be 

specified in the request depending on the API. The following table lists the defined 

API. 

Request 

type 

Endpoint Description 

POST http://35.156.215.81:8280/data Stores data in the 

Cassandra DB. 

Table 3. List of available ESB APIs. 

Endpoint for inserting new data points located on http://35.156.215.81:8280/data 

accepts POST requests with body in JSON or XML format. Example of the JSON 

containing 3 new data points follows. 

[{ 
 "pointname": "pointname1", 
 "countryid": "countryid1", 
 "buildingid": "buildingid1", 
 "timestamp": "2017-03-09T13:20:00", 
 "reliability": "1", 
 "value": "1.77" 
}, 
{ 
 "pointname": "pointname2", 
 "countryid": "countryid1", 
 "buildingid": " buildingid1", 
 "timestamp": "2017-03-09T13:20:00", 

http://35.156.215.81:8280/data
http://35.156.215.81:8280/data
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 "reliability": "1", 
 "value": "2.88" 
}, 
{ 
 "pointname": "pointname3", 
 "countryid": "countryid1", 
 "buildingid": "buildingid1", 
 "timestamp": "2017-03-09T13:21:00", 
 "reliability": "1", 
 "value": "3.99" 
}] 

 

 Data Services Server 

WSO2 Data Services Server (WSO2 DSS) augments service-oriented architecture 

development by providing an easy-to-use platform for integrating data stores, 

creating composite data views and hosting data services. It supports secure and 

managed data access across federated data stores, data service transactions and 

data transformation and validation using a lightweight, developer friendly, agile 

development approach. It provides federation support, combining data from 

multiple sources in single response or resource and also supports nested queries 

across data sources. The internal architecture of the server is illustrated in  

¡Error! No se encuentra el origen de la referencia..  

Data Services provide a convenient mechanism to configure a Web service 

interface for data stored in various data sources such as relational databases, CSV 

files, Microsoft Excel sheets, Google spreadsheets etc. These data services provide 

unprecedented data access and straightforward integration with business 

processes, mashups, gadgets, business intelligence and mobile applications. 

We use the WSO2 DSS version 3.5.1 as a part of the middleware to expose the 

Cassandra database as a REST API. 
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Figure 16. Overview of the WSO2 Data Services Server architecture 

We created a Data Service named CassandraService which connects to the 

Cassandra DB and serves as a gateway to access the database. Datasource was 

set up and configured with the details of the Cassandra DB like the address, user 

name, password, cluster name and keyspace. There is a number of queries which 

correspond to the ESB APIs. At the moment, there is one query for inserting data 

and multiple queries for data retrieval with different number and types of input 

parameters. Each query is linked to its resource. The resource serves as an API, 

where resource paths denote paths of individual APIs. Resource also passes query 

parameters found in the URL to the queries. 

In the following table, the endpoints currently available on the DSS instance are 

listed. These endpoints are called mostly internally by ESB to access the Cassandra 

DB. 
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Request 

type 

Endpoint Description 

POST http://35.156.215.81:8280/data Stores data in the 

Cassandra DB. 

GET http://35.156.22.237:9763/services/Cas

sandraService/data 

Returns all data points. 

GET http://35.156.22.237:9763/services/Cas

sandraService/pointndata?pointname='p

ointname'&limit=20  

Returns up to a specified 

number (limit) of data 

points with specified 

pointname. 

GET http://35.156.22.237:9763/services/Cas

sandraService/pointdaterange?pointname

='pointname'&startdate='2017-02-

14T08:00:00+00:00'&enddate='2017-

02-16T20:00:00+00:00'  

Returns all data points 

with specified pointname 

between start date and 

end date. 

Table 4. List of available DSS APIs. 

It is recommended to use APIs located on WSO2 ESB instance described above in 

the ESB chapter to insert data. The WSO2 ESB API is capable of parsing JSON and 

XML formatted data and then marshalling the request to WSO2 DSS instance in 

correct format. However, it is possible to send POST request on WSO2 DSS 

instance directly in following XML format: 

<body xmlns:p="http://ws.wso2.org/dataservice"> 

  <p:insertOperation> 

    <timestamp>YYYY-MM-DDTHH:MM:SS</timestamp> 

    <countryid>countyrid</countryid> 

    <buildingid>buildingid</buildingid> 

    <pointname>pointname</pointname> 

    <value>value</value> 

    <reliability>reliability</reliability> 

  </p:insertOperation> 

</body> 

GET requests return list of entries satisfying constraints given by the query 

parameters. Returned timestamps are in Unix time format. Example response to 

a request follows. 

Request: 

http://35.156.22.237:9763/services/CassandraService/pointdaterange?pointname='SI01.BL00.CL01.SM02.EN0
0'&startdate='2017-04-10T12:00:00'&enddate='2017-04-11T00:00:00' 

 

http://35.156.215.81:8280/data
http://35.156.22.237:9763/services/CassandraService/data
http://35.156.22.237:9763/services/CassandraService/data
http://35.156.22.237:9763/services/CassandraService/pointndata?pointname='pointname'&limit=20
http://35.156.22.237:9763/services/CassandraService/pointndata?pointname='pointname'&limit=20
http://35.156.22.237:9763/services/CassandraService/pointndata?pointname='pointname'&limit=20
http://35.156.22.237:9763/services/CassandraService/pointdaterange?pointname='pointname'&startdate='2017-02-14T08:00:00+00:00'&enddate='2017-02-16T20:00:00+00:00
http://35.156.22.237:9763/services/CassandraService/pointdaterange?pointname='pointname'&startdate='2017-02-14T08:00:00+00:00'&enddate='2017-02-16T20:00:00+00:00
http://35.156.22.237:9763/services/CassandraService/pointdaterange?pointname='pointname'&startdate='2017-02-14T08:00:00+00:00'&enddate='2017-02-16T20:00:00+00:00
http://35.156.22.237:9763/services/CassandraService/pointdaterange?pointname='pointname'&startdate='2017-02-14T08:00:00+00:00'&enddate='2017-02-16T20:00:00+00:00
http://35.156.22.237:9763/services/CassandraService/pointdaterange?pointname='pointname'&startdate='2017-02-14T08:00:00+00:00'&enddate='2017-02-16T20:00:00+00:00
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Response: 

 

<entries xmlns="http://ws.wso2.org/dataservice/PointnameTimestampRangeQuery"> 
    <entry> 
        <pointname>SI01.BL00.CL01.SM02.EN00</pointname> 
        <reliability>1.0</reliability> 
        <value>328257.0</value> 
        <countryid>ES</countryid> 
        <timestamp>1491825808000</timestamp> 
        <buildingid>BL00</buildingid> 
    </entry> 
    … 142 records … 
    <entry> 
        <pointname>SI01.BL00.CL01.SM02.EN00</pointname> 
        <reliability>1.0</reliability> 
        <value>328258.0</value> 
        <countryid>ES</countryid> 
        <timestamp>1491868726000</timestamp> 
        <buildingid>BL00</buildingid> 
    </entry> 
</entries> 

 Cassandra NoSQL database 

The central data-store is an Apache Cassandra Database version 3.9.1, which is a 

highly-scalable partitioned row store, where rows are organized into tables with a 

required primary key. Partitioning means that Cassandra can distribute the data 

across multiple machines in an application-transparent matter. Cassandra will 

automatically repartition as machines are added and removed from the cluster. 

Row store means that like relational databases, Cassandra organizes data by rows 

and columns. The available Cassandra Query Language (CQL) for querying the DB 

is a close relative of SQL. 

Cassandra is a distributed storage system for managing very large amounts of 

structured data spread out across many commodity servers, while providing highly 

available service with no single point of failure. Cassandra aims to run on top of 

an infrastructure of hundreds of nodes (possibly spread across different data 

centres). At this scale, small and large components fail continuously. The way 

Cassandra manages the persistent state in the face of these failures drives the 

reliability and scalability of the software systems relying on this service. While in 

many ways Cassandra resembles a database, and shares many design and 

implementation strategies therewith, Cassandra does not support a full relational 

data model; instead, it provides clients with a simple data model that supports 

dynamic control over data layout and format. Cassandra system was designed to 

run on cheap commodity hardware and handle high write throughput while not 
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sacrificing read efficiency. ¡Error! No se encuentra el origen de la referencia. 

shows a simple Cassandra cluster. 

 

Figure 17. Simple illustration of a Cassandra cluster. 

For the purposes of the project we created a Cassandra cluster running on the 

Amazon Web Services (AWS). We started with Amazon Machine Image (AMI) by 

Bitnami with preinstalled basic Cassandra setup. It was necessary to edit the 

“Cassandra.yaml” configuration files to prepare the individual Cassandra instances 

to form a cluster. This step required the configuration of addresses for the 

individual instances and specifying the cluster name. The Cassandra cluster which 

stores data recorded by sensors from various partners consists of 3 nodes. Each 

node is installed on a different EC2 instance and all the nodes are connected. The 

resulting cluster maintains some redundancy between individual nodes, which 

means that when one node fails, the cluster will still contain a copy of the data on 

another node and to the outside user the operation of the cluster will not change. 

Table “bmsrawdata” is designed to be universally used for storing data from 

various sources. Its structure and data types are detailed in the following table. 

Column Type Key 

pointname Text Partition key 

countryid Text Clustering key, ASC ordering 

buildingid Text Clustering key, ASC ordering 

timestamp Timestamp Clustering key, ASC ordering 

value Double  

reliability Double  

Table 5. Structure of "bmsrawdata" table. 
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Table “lastprocessedtimestamp” is a helper table which stores latest timestamps 

of data points which were processed by some kind of analytics. The analytics can 

then later resume calculation where it ended after accumulating more data since 

the latest run. The analytics has to keep track of the records in this table itself, it 

is not automated in any way. The structure of “lastprocessedtimestamp” is 

described in the following table. 

Column Type Key 

pointname Text Partition key 

countryid Text Clustering key, ASC ordering 

buildingid Text Clustering key, ASC ordering 

timestamp Timestamp  

Table 6. Structure of "lastprocessedtimestamp" table. 

 


